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1. INTRODUCTION

It is now about fifteen years since the first com­ 
puter programs were written and tested that used 
the method of heuristic search to solve problems. 
Dozens of such programs, some designed for spe­ 
cific task domains, others claiming various degrees of 
generality, have now been described in the literature, 
and many experiments with their performance have 
been reported and analysed. It is an appropriate time 
to ask what has been learned from these experiments 
about the general theory of problem solving, and to 
try to summarize the present state of that theory.

My task is made easier by the fact that several 
other persons have recently raised the same question, 
and provided us with their answers (see especially 
Newell [1], Feigenbaum [2], Banerji [3], Slagle [4], 
Nilsson [5]). Assuming that you are familiar with 
their views will permit me to abbreviate my general 
survey and to focus attention on issues that need 
more clarification, on extensions to the theory, and 
on directions for future exploration that appear to 
be particularly promising.

2. HEURISTIC SEARCH

In most theoretical discussions, problem solving is 
characterized as a process of searching through a 
tree (perhaps more precisely, a directed graph) whose 
nodes are states of affairs, or situations, and whose 
branches are operations that transform one situation 
into another. The graph contains a starting node and 
one or more goal nodes (alternatively, a test to de­ 
termine whether any given node is a goal). To solve a

* This work was supported in whole or in part by Public 
Health Service Research Grant MH-07722 from the Na­ 
tional Institute of Mental Health. In preparing this paper, 
I have drawn freely upon the work done jointly over the 
past fifteen years with Alien Newell, and especially upon 
our forthcoming book Human Problem Solving (Prentice- 
Hall, New York, 1971).

problem is to find a sequence of operations that 
transforms the starting situation into a goal situa­ 
tion  that is, a path from the starting node to a 
goal node.

If we call a sequence of operations that trans­ 
forms the starting situation into another situation a 
process description of the latter situation, then we 
can restate the matter thus: given the state descrip­ 
tion of a goal situation, we wish to find a process 
description of that same situation. Problem solving 
is the activity that seeks to find the mapping be­ 
tween state descriptions and process descriptions of 
desired situations.

The above description is not as general as we might 
wish. For instance, without some elaboration, it 
would not cover problems of selecting moves in com­ 
petitive games. In a game, a winning move is a move 
that (a) produces a won position, or (b) for every 
reply of the opponent, leads to a position in which 
there exists a winning move. The simplest way to re­ 
present by a direct graph the problem of finding a 
winning move in a game is to employ an AND/OR- 
graph. (The graph in our initial definition of prob­ 
lem can be called an OR-graph, or a simple graph.) 
In an AND/OR-graph, each node is labelled an 
AND-node or an OR-node. Solving a problem in 
such a graph means finding a subgraph such that: 
(a) each part in the subgraph leads from the starting 
situation to a goal situation, and (b) for each AND- 
node in the subgraph, all links leading directly from 
that node in the original graph are contained in the 
subgraph.

Applying this representation to the problem of 
finding a winning move in a game, nodes of the 
game tree at which the player is to move are label­ 
led OR-nodes, while nodes at which his opponent 
is to move are labelled AND-nodes. Under this 
interpretation, the definition of winning move given 
above coincides with the definition of problem solu­ 
tion in an AND/OR-graph.

The AND/OR-graph has application beyond the 
realm of games. Consider a problem, P, and suppose
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that there exist two subproblems, PI and P2, such 
that if both subproblems are solved then P is solved. 
A search for the solution of P via searches for the 
solution of PI and P2 can then obviously be repre­ 
sented by an AND-node with P as its state, and the 
goals of solving PI and P2, respectively, as its two 
branches. In this representation, establishing is 
treated as an operation which leads from a given 
state of affairs without that subgoal to the corre­ 
sponding state of affairs with the subgoal. An un­ 
limited number of subgoals is permitted at an AND- 
node.

Nilsson [5], following Amarel, regards the distinc­ 
tion between searches in OR-graphs and searches in 
AND/OR-graphs as fundamental. He calls OR-graphs 
"state-space representations" and AND/OR-graphs 
"problem-reduction" representations. However, he 
also groups certain other problem solving representa­ 
tions that are not subsumed under simple heuristic 
search through a directed graph (e.g., planning meth­ 
ods) within his category of problem-reduction repres­ 
entations. Hence, I find his terminology and classifi­ 
cation inconvenient. For this reason, and also be­ 
cause it appears possible to give a unified treatment 
of OR-graphs and AND/OR-graphs. I will discuss 
these together.

2.1. Selectivity in search
The graphs in problem domains of interest are 

usually immense. If they were not, we could solve 
problems simply by using the brute force of com­ 
puters to search exhaustively. * The size of problem 
graphs is often characterized thus: We suppose a reg­ 
ular graph, that is, a graph in which all nodes except 
terminal nodes have the same number, b, of branches. 
We suppose, further, that all paths are L branches in 
length. The the total size of the graph is G = bL . 
If there is a single goal state in a regular graph of 
uniform depth, and if the goal state is selected by 
a random process, with equal probabilities, from the 
set of all terminal states, then any search process 
will require, on average, G/2 = ^/2 paths to be gen­ 
erated to find the solution.

Most treatments of the theory assume that the 
problem solver is a serial search process, limited to 
looking at one branch at a time, and that the ex-

* Problems may be difficult for humans-particularly when 
they involve AND/OR-graphs-even when the graphs are small. 
But my concern in this paper is with problem solving in gen­ 
eral, and not with the specific characteristics of human prob­ 
lem solving. For the latter, see Newell and Simon [6].

pected cost of the search is proportional to the ex­ 
pected number of branches examined before a solu­ 
tion is found. Apart from the assumption of seriality, 
the "pure theory" of search makes no assumptions 
about specific characteristics of the processor.**

Any reduction from the expected search of b^/2 
paths must depend on the solution not being located 
at random in the graph. Stated otherwise, a reduction 
in amount of search depends on the availability and 
use of information indicating that search along certain 
paths is more likely to lead to a solution than an 
equal amount of search along other paths. A pure 
theory of problem solving is concerned with the dif­ 
ferent kinds of information that may be available in 
particular task environments, and with the ways of in­ 
corporating this information in the decisions that guide 
the search.

From the assumption that the search process is 
serial it follows that the decisions to be made by the 
problem solver are always decisions as to what to do 
next-which branch to pursue at which node. Given 
a particular problem graph, we can characterize dif­ 
ferent problem solvers by different permutations of 
the branches of that graph. Any set of problem sol­ 
vers that search the branches in exactly the same 
sequence can be regarded as equivalent, for they will 
find a solution after identical amounts of search. A 
problem solver is the more-powerful (has greater 
heuristic power for this problem) the earlier in its 
sequence there occurs a branch terminating at a so­ 
lution node. We are usually interested, of course, in 
heuristic power averaged in some way over a whole 
class of problems.

2.2.. Information incorporated in selection rules
The information that a problem solver uses to 

decide what to do next has two parts: (1) informa­ 
tion that is available when a problem is posed, and 
(2) information that becomes available as the search 
for a solution proceeds. An example will help make 
this distinction clear.

The checkmate-finding program called MATER 
takes as initial situations positions in a chess game 
(Baylor and Simon [8]). MATER's problem is to 
find a subtree of moves that leads to checkmate 
for all legal replies of the opponent. Here the prob­ 
lem graph consists of all legal continuations from the 
given position. In these problems the branchiness, 
b, is typically about 20, and the depth of the check-

** For the reason why such a "pure theory" may be ex­ 
pected to exist, see Simon [7].
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mate,/,, typically 6 or 8 (but sometimes as may as 20) 
steps (plies or half-moves). Even for a depth of six, 
such a graph has 64 million branches.

MATER's selection processes make use of the in­ 
formation that checkmates can frequently be achieved 
(when they are achievable at all) by sequences of 
checking moves. But the number of checking moves 
at a node (a subset of the legal moves), is typically 
only 2 or 3. Moreover, the number of legal replies 
to a checking move is typically also small-say 2 or 
3. The graph of checking moves and their legal replies 
is therefore usually a very small subgraph of the whole 
graph of legal moves. Reducing b from 20 to 2 reduces 
the size of a regular graph of length 6 from 64 million 
branches to 64 branches-from a very large number 
to a trivial one.

To be sure, MATER pays a price for this selectivity. 
Not all checkmates can be reached by sequences of 
checking moves. MATER will sometimes fail to find 
a realizable checkmate. This is an example of the 
well-known heuristic (i.e., non-guaranteed) character 
of many powerful selection rules. MATER adopts 
the philosophy that it is better to be able to checkmate 
your opponent frequently in fact, even if to do so you 
must give up the ability always to checkmate him 
in principle (i.e., if you were allowed unlimited 
search time). In many domains, on the other hand, 
there exist powerful selection rules which are guaran­ 
teed to find a solution if one exists. The simplex meth­ 
od for solving linear programming problems is a highly 
selective search method (it examines only extreme 
points, and only some that improve the position al­ 
ready reached); but it never eliminates a path leading 
to the solution.

Research progress in some areas of problem solving 
has been slowed by an excessive preoccupation with 
the completeness of selection rules (i.e., the guarantee 
that they will not eliminate all solution paths if one 
or more exist), and by inadequate concern for their 
heuristic power. Even today, in the realm of automatic 
theorem proving, new selection rules have generally 
been incorporated in programs only if they have been 
shown to possess completeness properties. This has 
discouraged the search for non-guaranteed heuristic 
rules, and has also slowed the acceptance of selec­ 
tion rules actually possessing such guarantees until 
their completeness could be proved. There are some 
signs that the undesirability of this limitation is 
now beginning to be recognized, and that the next 
decade will see a free exploration of heuristic pro­ 
cedures in this and other problem domains.

I should not like to be understood as saying that

completeness proofs are uninteresting-much less 
that they are undesirable. However, there is no 
reason to suppose that the problem solving processes 
used by creative mathematicians, or other profes­ 
sional human problem solvers, possess any complete­ 
ness properties (even when they are solving prob­ 
lems in decidable domains). That being the case, 
I see no reason for imposing such a restriction on 
artificial intelligence systems. Probably the best 
attitude is to regard questions of the completeness 
of a heuristic as more or less orthogonal to questions 
of its heuristic power. The theory of problem solving 
is concerned primarily with questions of the latter 
kind, rather than the former.

Our method of measuring the selective power of 
a branching rule depends upon comparing two graphs, 
one of them a subgraph of the other. In the case of 
two regular graphs of length L, and branchiness b 
and b' respectively, the ratio of expected amounts 
of search is given by (b'/b)^ . But the larger graph 
selected for the comparison is, to a certain extent, 
arbitrary. In measuring MATER's selectivity, why 
do we compare the size of its subgraph with the 
size of the graph of all legal moves? We might just 
as legitimately imbed it as a subgraph in the graph 
of all moves, legal or not. Since this is a much larger 
graph than the graph of legal moves, if it were com­ 
pared with MATER's subgraph, it would show off 
MATER to even better advantage than the compar­ 
ison we have actually made.

Presumably, the reason for taking the graph of 
legal moves as our basis for comparison is that, using 
as our only information the definition of the game 
of chess, we could construct a generator for that 
graph. Hence, this is the "stupidest"-the least select­ 
ive generator that we need consider. In other prob­ 
lem domains the name of "British Museum Al­ 
gorithm" has sometimes been applied to a relatively 
non-selective generator whose problem graphs are 
used for measuring the selectivity of rules that limit 
search to subgraphs. The present discussion shows that 
the selection of the standard graph for the comparison 
is to a certain extent arbitrary. The arbitrariness does 
not arise, of course, when we are comparing the rel­ 
ative heuristic power of two different selective rules.

2.3. Selection of node operator
Earlier, I emphasized that a serial search process is 

characterized by the way in which it decides what 
to do next. This decision, which determined what 
branch will be added to the search tree, has two 
principal parts: (1) the choice of the node to which
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the branch is to be added, and (2) the choice of the 
operator to be applied at that node.

The discussion of selection rules in the previous 
section has shown how information about the prob­ 
lem domains, built into the problem solver, can be 
used to select the operator at a node. In the case of 
MATER, the selection rule we described was only 
a partial rule, ruling out certain operators (non-check­ 
ing moves), but not setting priorities among those 
that remained. In other cases, the rule might deter­ 
mine the exact order of exploration.

A priori information, available when the problem 
is posed, can also be used to choose the next node. 
For example, a processor can be programmed to con­ 
duct a depth-first search, and such a search might 
be relatively efficient (in combination with other 
selection rules) if there are a large number of prob-'- 
lem solutions, all of them at the ends of relatively 
long paths.

The heuristic power of a problem solving system 
can usually be greatly increased, however, by making 
the selection of node and operator depend on informa­ 
tion that becomes available as the search progresses. 
A useful taxonomy of problem solvers can be con­ 
structed by distinguishing the different ways in which 
such information is used.

Let us associate with each node that has been 
generated a node evaluation, which is some function 
of the node. We will not specify, at the moment, the 
range of the function, except to assume that the 
values are completely ordered. Let us associate with 
each operator at each node an operator evaluation, 
which is some function of the node and the oper­ 
ator. Now, we can conduct the search by selecting 
the node with the highest node value, applying at 
that node all the operators whose value at that node 
exceeds some standard value (alternatively, applying 
the operator with the highest value at that node), 
and then evaluating the new nodes thus created:

SELECT FIRST NODE ON TRY-LIST, AND

REMOVE IT FROM LIST 

SELECT AND APPLY OPERATORS AT

SELECTED NODE 

EVALUATE NEW NODES, AND FILE IN

ORDER OF VALUE ON TRY-LIST

This cycle of actions is repeated until a solution 
is found or the effort limit is reached. Virtually all 
of the heuristic search schemes that have attained 
reasonable power have used some variant of this 
scheme to guide the branching of the search tree.

Moreover, the past three years have seen the begin­ 
nings of some mathematical theory, applicable to 
simple situations, that gives us clues about the prop­ 
erties of good evaluation functions (Nilsson [9], 
Pohl [10]).

The node evaluation function can depend on 
properties of the situation at the node. For example, 
in a theorem prover where the nodes correspond to 
expressions that have been derived, the promise of 
a node for further search might be measured by the 
simplicity of the expression at that node. (Such 
an evaluator played a role in one version of the 
LOGIC THEORIST.)

Alternatively, the node evaluation function can 
depend on a relation between the situation at the 
node and the description of the goal situation. In 
most of the theoretical work that has been done 
on this topic, the node evaluation function has been 
assumed to be an estimate of the shortest-path dis­ 
tance from the node to a solution state, or a weighted 
average of that distance and the distance from starting 
point to the node. Pohl [10] and Nilsson [9] have 
published theorems showing the optimality of this 
evaluation function, for an appropriate range of 
weights, when the distance estimate is accurate.*

This search procedure and these theoretical results 
apply to OR-graphs. The situation for AND/OR-graphs 
is more complex. Intuitively, it is clear that, other 
things being equal, an AND-node is a more favorable 
point for continued search the fewer branches it has  
since a solution must be found along each branch be­ 
fore the entire problem is solved. For the moment, I 
will put aside AND/OR-graphs with this single com­ 
ment and return to them later.

Several different possibilities also exist for oper­ 
ator evaluation at a node. The evaluation may depend 
upon absolute properties of node and operator. Al­ 
ternatively, it may depend on properties of the rela­ 
tion between the node and the goal situation. The 
GENERAL PROBLEM SOLVER (GPS) embodies, 
as its principal heuristic, a scheme of the latter 
kind.

GPS detects the differences between the situation 
at a node and the goal situation. It has stored in

* The earliest theoretical work was concerned with opti­ 
mality of the path from start to goal-i.e., with finding 
shortest-path solutions. More recently, attention has been 
given to the optimality of the search process-i.e., with 
finding a solution after a minimum amount of search. 
It is with the latter criterion of optimality that we are 
concerned here.
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memory (as a priori information) a difference-oper­ 
ator table which consists, for each difference, of a list 
of the operators that are relevant to removing or re­ 
ducing that difference. Thus, GPS operates by ap­ 
plying a succession of operators in order to reduce, 
progressively, the differences between the current 
situation and the goal situation. Ernst [11] has de­ 
monstrated a set of conditions on the difference- 
operator table sufficient to guarantee that GPS will 
succeed in solving a problem. *

Up to this point my taxonomy of search schemes 
can be summarized by two dichotomies: (1) Evalua­ 
tion functions may be introduced (a) to select nodes 
and (b) to select operators at nodes; (2) evaluation 
functions of either variety may depend (a) upon 
properties of the situation at the node being eval­ 
uated (features) or (b) upon relations between those 
properties of the goal situation (differences). In 
general, the most effective problem solvers have 
used evaluators involving differences estimates 
of distance from the goal situation in node evalua­ 
tion, and GPS-like differences in operator evalua­ 
tion. Little formal theory is available to suggest how 
such evaluators should actually be constructed for 
particular task domains, although several authors 
have proposed schemes for learning evaluations, sets 
of differences, and difference-operator tables.

In constructing my simple, and over-simplified, 
four-fold classification of search schemes, I have 
assumed that node evaluation can proceed indepen­ 
dently of operator evaluation. In the schemes de­ 
scribed above, this independence was achieved by ap­ 
plying operators to any given node just once and 
never subsequently returning to that node. If the 
operator evaluation function selects all operators 
that are relevant at a given node and generates the 
corresponding branches, then (assuming the rel­ 
evance criterion is valid) the node can be removed 
permanently from further consideration; henceforth 
only its descendants need be considered.

In actual practice, this scheme often works well. 
It is not terribly costly to generate extra branches 
at a node provided that they are evaluated immediate­ 
ly, so that (by subsequent node selection) only the

* Essentially, Ernst's theorem amounts to this: Applica­ 
tion of an operator may remove one difference at the 
cost of introducing one or more new ones. However, if 
the difference-operator table can be permuted so that 
it becomes triangular, the operators can always be ap­ 
plied in an order that will remove remaining differences 
without introducing any that have previously been re­ 
moved.

promising ones are followed up. Such a scheme may 
multiply search by an arithmetic constant, but does 
not increase it geometrically. The extra search cost it 
entails will often be more than compensated by the 
simplification of housekeeping it permits. Thus if we 
distinguish "sterile" from "productive" branches at a 
node, the problem graph size for a scheme that gen­ 
erates s sterile and b productive branches will be 
((b + s)/b)bL , an expansion of only (b + s)/b over a 
scheme that generates only the productive branches. 
This expansion is much less damaging than the ex­ 
pansion, (b'/b)^ , produced by a less selective branch 
generator.

A more elaborate scheme may distinguish different 
levels of "relevance" of operators. At the first genera­ 
tion from a node, only operators at the top level of 
relevance are applied. If the standard of relevance is 
high, a point may be reached where no operators are 
relevant (at that level) at any of the nodes that have 
been generated. At that point, the standard of re­ 
levance is lowered, and a new cycle of generation 
begun from each of the nodes already visited. This 
strategy is used in the MATER II program (Baylor 
and Simon [8]). As we saw in the previous paragraph, 
essentially the same result can be achieved more simply 
by generating all the branches at once, controlling the 
order in which they are explored further by the node 
evaluation function.

2.4. Special search strategies
I should like to conclude this brief survey of what 

is known about tree search by describing briefly 
three schemes for node evaluation that have attract­ 
ed some interest: the first two of these are concerned 
with searching AND/OR-graphs in games, the third 
illustrates a type of evaluation function somewhat 
different from those we have, considered.

2.4.1. Control of search in MATER
In a game tree, OR-nodes (player's moves) and 

AND-nodes (opponent's moves) alternate along any 
path. In general, different criteria of operator selec­ 
tion will be used at the two kinds of nodes. In 
MATER I, for example, all legal moves are generated 
at AND-nodes, but only checking (relevant moves) 
at OR-nodes. Since a checkmating situation is one in 
which the opponent has no legal moves (and is in 
check), the number of legal moves at any AND-node 
is a plausible (inverse) measure of the distance of 
the node from a goal of checkmate. We may there­ 
fore proceed as follows:
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SELECT POSITION (AND-NODE) ON TRY-LIST WITH FEWEST REPLIES,
AND REMOVE IT FROM LIST

FOR EACH REPLY, GENERATE ALL CHECKING MOVES 
AND PLACE ON TEMPORARY LIST 
FOR EACH MOVE ON TEMPORARY LIST,

GENERATE ALL REPLIES,
ASSOCIATE THEM WITH MOVE,
COUNT THEM,
ASSOCIATE COUNT WITH MOVE,
AND TRANSFER MOVE FROM TEMPORARY LIST TO TRY-LIST

In chess a move is called "forcing" to the extent 
that it limits the replies of the opponent. Hence, the 
search scheme just described is a most-forcing-moves- 
first scheme. It has proved extremely powerful in 
practice, although I know of no theorems de­ 
fining the conditions (if any) under which it is 
optimal. Notice that there is a two-fold basis for 
its selective power: (1) number of replies repre­ 
sents as already observed an estimate of distance 
from the goal, and (2) the tree tends to grow first 
in the directions in which it branches most slowly. 
Because of the second property, even if the ex­ 
ploration starts off in a wrong direction, the slow 
branching keeps down the search cost, and as soon 
as the tree begins to branch more luxuriantly the 
search in that direction is postponed.

2.4.2. The alpha-beta heuristic
Up to this point we have been considering prob­ 

lems of an all-or-none character: a node in the prob­ 
lem graph either is a solution or it is not. In many 
problem solving domains, situations can be evaluated 
as better or worse, and the task is to find a path 
leading to a "good" situation or the "best attainable" 
situation. The interesting problems of this class are 
those in which exhaustive search is not feasible and 
there is no efficient algorithm for finding the optimum.

Problems of this kind are sometimes referred to as. 
satisficing problems. They are solved by finding a 
"good enough" solution, which may mean one whose 
value exceeds some norm, or may mean the best that 
can be found after some specified expenditure of 
search effort. For our present purpose, however, it 
is not important whether we are dealing with a satis­ 
ficing problem or with finding a maximum value af­ 
ter exhaustive search in all the nodes.

The alpha-beta scheme for finding the game move 
having the best value in a minimax sense has been 
widely discussed in the literature and widely used 
in game-playing programs. The basic notion is that,

in a zero-sum game, the value of a branch at an OR- 
node cannot be greater than the minimum of the 
values of the branches from its successor AND-node; 
and the value of a branch at an AND-node cannot 
be less than the maximum of values of the branches 
from its successor OR-node. As soon as certain 
branches of the game tree have been evaluated, 
search along other branches can be cut off if it ap­ 
pears certain, from these principles, that they can­ 
not be better than one of those already evaluated.

Notice that the concept of "evaluation" used 
here is somewhat different from the concepts of node 
evaluation or operator evaluation discussed earlier. 
The value of a node here is the minimax value of 
the "best" path going through the node. The val­ 
ue, in the simplest alpha-beta procedure, is not used 
to determine where to search next, but to decide 
that certain parts of the tree need not be searched 
at all. However, the value can also be interpreted as 
a measure of closeness to a terminal representing a 
good path, hence can also be used to order the 
search.

2.4.3. Branch-and-bound methods
Integer programming problems are generally solved 

by a process of selective search. Because of the 
mathematical structure of these problems, it is pos­ 
sible to assign upper and lower bounds to the values 
that are ultimately attainable along a path through 
any given node. If the upper bound for node A is 
lower than the lower bound for any other node, then 
search from node A can be cut off. Moreover, the up­ 
per and lower bounds can be used to compute an eval- 
uation function for node selection among the nodes 
that are not eliminated.

The branch-and-bound principle was apparently 
discovered independently of the general principle 
of evaluation for node selection or the alpha-beta 
principle. It has acquired considerable importance in 
integer programming, and illustrates the convergence
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of ideas that is taking place in the study of tree search 
methods. (See Lawler and Wood [12].)

2.5. Summary: simple tree search
I have now mentioned most of the main ideas 

that have emerged over the past fifteen years for the. 
design of problem solving systems that search through 
OR-graphs or AND/OR-graphs. I have not yet men­ 
tioned planning, abstraction, and the operation of 
substitution, which are usually discussed in this con­ 
text, for these concepts do not belong to the topic 
of simple tree search, but involve the choice of prob­ 
lem representation, and should be discussed in rela­ 
tion to the latter subject. I will take them up presently

What generalizations can we draw from the survey 
thus far? First, a coherent conceptual framework 
has emerged for the discussion and analysis of schemes 
for heuristic search. Alternative schemes can be com­ 
pared in terms of (1) the nature and heuristic power 
of their selection rules for operators, and (2) their 
evaluation functions for (a) node selection, (b) oper­ 
ator selection and (c) cutoff. The effectiveness of 
existing systems can largely be explained with the 
help of these concepts. The designers of new systems 
have available a number of clear and powerful prin­ 
ciples to guide their heuristic search for a good 
design.

Second, most of the concepts and principles that 
have emerged have been the product of empirical 
work designing and testing actual problem-solving 
programs-combined with hindsight diagnosis of why 
these programs did or didn't work as expected. Few 
if any of the central ideas were generated in armchairs, 
and many of them were embedded in operating pro­ 
grams for a considerable time before they were identi­ 
fied and christened. Most of them can be found in 
programs that were operating by about 1960. Con­ 
ceptual clarity came much later; Nilsson's [5] mono­ 
graph being the first systematic book-length treatment 
of the subject along the general lines set forth here.

Third, what I have called theory still lacks any 
comprehensive mathematical treatment. In fact, only 
rudimentary beginnings of an exact mathematical 
base for parts of it exist at present. Thus it resembles 
theories in the empirical sciences much more than it 
resembles mathematics.

Since many of the persons who immigrated into 
computer science during its early years came from 
mathematics, they brought into the new field at­ 
titudes transported from their previous homeland. 
In mathematics all knowledge resides (or is some­ 
times believed to reside) in theorems and their proofs.

The relative dearth of theorems about heuristic search 
has sometimes been thought, erroneously, to imply 
a dearth of theory. I hope I have said enough to show 
that there exists, in fact, a simple and moderately 
strong theory, whose present basis is largely em­ 
pirical rather than mathematical, and whose most 
precise statement is to be found in the programs of 
effective heuristic problem solving systems.

Researchers in artificial intelligence who share the 
tastes of natural scientists will find this state of af­ 
fairs quite satisfactory and agreeable, and will push 
on from it. Researches having mathematicians' 
tastes are more likely to deplore the lack of preci­ 
sion of the existing theory, but will presumably be 
stimulated thereby, to try to construct the mathe­ 
matical adjunct that is called for. Both of these reac­ 
tions will contribute to the growth of knowledge 
in the area.

3. MULTIPLE REPRESENTATIONS

There is an old adage that "a problem well stated 
is half solved." Thus far I have been talking about 
the other half-the search that must be carried out 
to solve a problem even after a representation has 
been defined. Some investigators have made distinc­ 
tions between "ill-structured" and "well-structured" 
problems, along these same general lines, but the dis­ 
tinctions themselves have not been very carefully 
delineated. Let us approach the matter cautiously, 
simply by trying to extend the previous analysis step 
by step to less well-structured situations.

The first extension is to problem solving searches 
that take place in more than one space. At least three 
species of this general kind can be identified among 
extant problem solving systems. First, the search may 
take place partly in the original problem space, partly 
in a planning space. Second, the search may take place 
partly in an abstract space. Third, the search may take 
place partly in a "semantic" space. We will see that 
there is considerable overlap among these possibili­ 
ties, but it is convenient at the outset to consider 
them separately.

3.1. Planning processes
The basic ideas of planning come directly out of 

our earlier characterization of the structure of reg­ 
ular directed graphs. Suppose we have to discover a 
path of length! in space with branchiness, b. The 
size of the graph we are then concerned with is roughly 
b1-. If we can first establish come intermediate nodes
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along the path, we can reduce greatly the graph size. 
For suppose there are k such intermediate points 
through which the path must pass, with segments of 
length L/k between successive points. Then to find a 
segment of this length between two successive points, 
we have to search a graph of size b^'^, or, to find the 
entire path, k such segments with a total size of kb L 'k . 
But this quantity will, in general, be much smaller
than & L ; the precise condition being, of course, that 
bL(k-\)/k >k

To gain this advantage, it is necessary first to find 
the intermediate nodes on the path between starting 
node and goal. One scheme for doing this, proposed 
initially for GPS, is to define a new problem space 
by abstracting from some of the information con­ 
tained in state descriptions in the original space. The 
abstraction produces a many-one mapping of states 
in the original space into states in the abstract space, 
and some of the operators in the original space may 
be mapped into the identity operator in the abstract 
space. Nodes in the abstract space connected by the 
identity operator would be merged, so that paths in 
the abstract space would, in general, be shorter than 
the corresponding paths in the original space.

The planning problem is to find a path from the 
starting node to a goal node in the abstract space. This 
problem can be attacked by the usual search procedures 
and, if it is solved, the solution will pass through a 
number of nodes in the abstract space. Returning 
now to the original space, the corresponding nodes 
can be taken as the starting points and termini for 
a series of subproblems. Solution of these subprob- 
lems will solve the original problem.

But this same factorization of the original prob­ 
lem may be achievable without the use of the plan­ 
ning space. Suppose that there exists an evaluation 
function for nodes that is computable only for cer­ 
tain nodes but that, when computable, indicates 
whether or not the node in question lies on a solution 
path. This evaluation function provides exactly the 
same information as the plan does, and permits exactly 
the same kind of factorization of the original search.

To be more concrete about the alternative to plan­ 
ning, I will mention a venerable example the clicking 
safe. Consider a combination safe having ten dials, 
each with 100 possible settings. The search space as­ 
sociated with the problem of opening the safe is of size 
100 10 . If, however, the safe is defective, so that a 
click may be heard when any single dial is turned to 
the right position, then the safe can be opened by 
means of 10 searches, each in a space of size 100.

The use of a planning space to provide the evalua­

tions at intermediate nodes suggests an important 
idea that we shall develop as we proceed. The search 
for a problem solution in the abstract space can be 
reinterpreted as a search for information that can be 
used to guide search in the original problem space. 
In the planning space it would be more correct 
to say that information is being sought than to say 
that a problem solution is being sought. If the in­ 
formation could somehow be obtained with ac­ 
tually finding a solution for the planning problem 
(as it is in the example of the clicking safe), nothing 
would be lost by the substitution.

This may not be a special situation, but a very gen­ 
eral one. The theory of heuristic search has usually 
been formulated in terms of a search for a problem 
solution. It could be generalized to refer to a search 
for information that will allow the solution to be 
known. Is there a genuine difference between these 
two formulations, or a mere verbal distinction with­ 
out substance? I will leave the question hanging at 
the moment, but return to it later.

Before I leave the topic of planning and procedures 
for establishing intermediate "islands" along a solu­ 
tion path, it is worth considering the relation of this 
idea to AND/OR-graphs. Given a problem described 
by an OR-graph, planning replaces the original prob­ 
lem by a new one described by an AND/OR-graph. 
The process can be repeated, and each of the suc­ 
cessors to the starting node can become, in turn, the 
starting point for a new AND/OR-graph. Since searches 
through AND/OR-graphs are more complicated to 
manage than searches through OR-graphs, this modifi­ 
cation might be thought to be disadvantageous, but, 
as we have seen, each of the branches of the new graph 
is much smaller than the original graph.

3.2. Abstraction
Our discussion of planning spaces already provides 

one example of the use of abstraction in problem solv­ 
ing. But abstraction can be introduced in other ways. 
Suppose that there is a way of partitioning the paths 
in a problem space into equivalence classes, such that: 
(1) all members of a given equivalence class have the 
same number of nodes, (2) the same operation that 
carries the /th node of a particular member of an 
equivalence class into the (i + l)st node carries the 
/th node of every other member of that equivalence 
class into its (i + l)st node. Then, by considering the 
homeomorphism of the paths into their equivalence 
classes, we obtain a new space that is smaller than 
the original space. At the very least, by this reduction 
we gain the ability to solve whole classes of problems
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simultaneously a sort of parallel capacity in a serial 
system.

3.3. Semantic spaces
If the problem space is a space of abstract objects, 

it may be possible to create a second space in which 
the objects are instances of those in the first. We 
call the second space a semantic space for the first. A 
property which holds in the abstract space will also 
hold for any instance, though, of course, the converse 
is not true. For many properties it may be cheaper 
to determine whether they hold in the instance than 
to prove that they hold in general.

This idea of associating a semantic space with the 
original problem space was first used by Gelernter 
and Rochester [13] in their GEOMETRY THEOREM 
MACHINE. This program, incorporating an AND/OR 
tree, created numerous subproblems in order to dis­ 
cover proofs for theorems. The program, given a dia­ 
gram corresponding to the statement of each theorem 
attempted, could test whether a subproblem was 
worth attempting by seeing whether the theorem it 
asserted was satisfied in the diagram. Information ob­ 
tained from the semantic space, therefore, was used 
for evaluation in the original problem space.

There is no magic in this semantic process. Any 
information, valid in the abstract space, that was 
present in the diagram was also"present" in some 
sense in the abstract space. The semantic information 
was valuable because it could often be extracted more 
cheaply than the corresponding information in the 
abstract space. For example, the approximate equal­ 
ity of two angles in the diagram could be checked 
by a simple arithmetic calculation; while this equal­ 
ity could be proved syntactically only by a more 
or less difficult search.

3.4. Variables and substitution
General theoretical discussions of tree search have 

not had much to say about representations that 
employ variables and an operation for substituting 
constants for variables. If we try to subsume the 
substitution operation under the general tree search 
paradigm, we do not gain much insight into what is 
going on. What kind of evaluation function, for ex­ 
ample, tells us whether, at a particular node, we 
should apply the substitution operation? And how 
does the evaluation function help us decide what 
particular substitution to make there?

The use of variables and substitution becomes 
more comprehensible if we view it as an application

of abstraction. From this viewpoint, a search with 
expressions that contain variables is a search in an 
abstract space, and substitution of a constant for a 
variable is a transformation from one search space 
to another. Instead of an evaluation function that 
determined when the substitution operation should 
be applied at a node in a search space, we now re­ 
quire an evaluation function that determined when 
and how a transformation to a less abstract space 
should be made.

In many problem domains, the applicable operators 
contain variables. Thus, if we are trying to solve a sin­ 
gle algebraic equation in one unknown (say, ax + b = 
ex + d), we may add, subtract, multiply or divide 
on both sides of the equation. Call these operators 
ADD( ), SUBTRACT ( ), MULTIPLY ( ), and DIVIDE 
( ), respectively. In addition, we need a process for 
collecting terms whenever this is possible. The simple 
equation above can now be solved by successive ap­ 
plications of SUBTRACT, SUBTRACT, and DIVIDE, 
but only if the right values are substituted for the 
variable arguments of the operators ((ex), (b) and 
(a-c), respectively).

We may view the problem solving here as proceeding 
simultaneously in an abstract and a concrete space. 
From the fact that the right-hand side of the equation 
to be solved contains a term in x, we can determine 
that the SUBTRACT operator should be applied. This 
decision can be made in the abstract space. But be­ 
fore we can apply the operator, we must particularize 
it, and this requires the information that the term to 
be eliminated is precisely ex.

This trivial example suggests an important general 
principle. In problem solving with variables, the search 
is so arranged that substitutions are made when ex­ 
plicit information is available as to which substitution 
to make. If this principle can be observed, all search, 
heuristic or otherwise, for the correct substitution is 
eliminated. In the example at hand, we apply the 
SUBTRACT operation before the DIVIDE operation 
because it is given explicitly that ex is the correct ar­ 
gument for the former operator, but it is initially only 
implicit (i.e., would require some calculation to de­ 
termine) that (a-c) is the correct argument for the 
latte r operator.

The usual great advantage of working-backward 
searches over working-forward searches derives from 
this general principle. In theorem proving, the axioms 
contain variable arguments, which must be instantiated 
in order to apply them. The terminal expression-the 
theorem to be proved contains initially the informa-
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tion as to which substitutions to make. Hence, work­ 
ing backward may make it possible to use this infor­ 
mation, and thus to avoid entirely any search in the 
space of the admissible values of the arguments.

4. THE SEARCH PROCESS RECONSIDERED

Li rny discussion of planning, I suggested that 
there are perhaps two ways of viewing a problem 
solving effort. On the one hand, we may view prob­ 
lem solving as a search for information that will make 
the solution known. Our analysis of multiple repre­ 
sentations begins to hint what kind of a difference 
may be lurking behind this distinction, and I should 
like now to address the question more directly.

Selectivity in search hinges on extracting infor­ 
mation from the problem environment, and using 
that information to answer such questions as: Which 
node shall we proceed from? Which operator shall 
we apply next? In each case, we may make the deci­ 
sion with the aid of an evaluation function for each 
node and for each operator at each node. The evalua­ 
tion is usually assumed to depend on information 
derived from the state description of the node in 
question (features), possibly combined with informa­ 
tion derived from the characteristics of the terminal 
node (differences). The evaluation of each node and 
each operator is then independent of the evaluation 
of each other node and operator until the final com­ 
parison is made among the values to determine which 
node and operator will be chosen for processing.

There is nothing in the logic of the situation that 
imposes this limitation that the evaluations should 
depend only on information generated at the node 
being evaluated. There is no reason why information 
discovered at one node should not be used, if it is 
relevant, to improve the evaluations at other nodes. 
The trick is to find out how to do this.

There do exist, in fact, a few heuristic problem 
solving programs that take at least limited steps in 
this direction. I will cite three examples: a heuristic 
first employed in the NSS chess program (Newell 
et al. [14]); a heuristic employed in MATER II 
(Baylor and Simon [8]); and a diagnostic procedure 
employed in a room-layout program constructed 
by Pfefferkorn [15].

4.1. The NO-MO VE heuristic
In a competitive game, threat is a move that, unless 

parried, will cause significant loss to the opponent. 
One way to determine whether a move is a threat is

to define a special, extra-legal "move" NO-MOVE  for 
the opponent; or, what is equivalent, to allow one player 
two moves in a row. Evaluating the position after the 
NO-MOVE measures the power of the threat, and dis­ 
covering the most effective move for implementing 
the threat (i.e., the best second move in the sequence) 
provides a move that can be given high priority 
for testing the opponent's alternatives.

Suppose that the threatening move is,4, and that, 
after NO-MOVE by the opponent, the most effective 
follow-up is B. Then if the opponent can reply to ,4 
with a , a", etc., B can be tried after each of these al­ 
ternative replies. In this way, information obtained 
from evaluating the branch that consists of A fol­ 
lowed by NO-MOVE can be used to select considerable 
moves on the branches that consist of A followed by 
a', a", etc. If the treat is a serious one, then all branch­ 
es that do not answer it can be eliminated in a hurry.

The MATER II program also uses the NO-MOVE 
device, in connection with one-move mating threats. 
A one-move mating threat is a move that, if answered 
by NO-MOVE, permits a checkmate. MATER II 
uses the NO-MOVE to discover such threats in order 
to assign a high priority in the search to the moves 
creating them.

4.2. The move-permutation heuristic
The MATER II program incorporates a second 

departure from the simple tree-search paradigm. The 
basic move generator in this program is highly se­ 
lective (in one version, it generates only checking 
moves). In its exploration beyond an initial check, 
it often generates moves that it would not have gen­ 
erated in the initial position (e.g., that would not 
then have been checking moves). To have a name for 
them, let us call these "forceful moves."

MATER II keeps a list of forceful moves that it 
discovers in its exploration, and if it abandons its 
search along one line then undertakes a search along 
a line initiated by a forceful move. Here again, selec­ 
tion of an operator at one node is influenced by in­ 
formation gathered while exploring another part 
of the tree.

4.3. A diagnostic procedure
Pfefferkorn [15] has written a program for laying 

out rooms; that is, for arranging furniture, or pieces 
of equipment in them. A variety of constraints can 
be imposed on the arrangements-for example, that 
certain elements lie within specified distances of each 
other, or that there be passageways between particular 
pairs of elements, and so on.
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The program, called DPS for "Design Problem 
Solver", employs a modified form of heuristic search, 
each successive operator application adding an element 
to the design. Constraints are tested as elements are 
added, so that a satisfactory design is obtained if all 
the elements can be entered into the room. When 
serious difficulties arise, however, the search for a 
solution can be changed into a search for informa­ 
tion that will lead to removing the difficulties.

When the attempt to enter a new element into the 
design leads to repeated violations of constraints, a 
diagnostic routine is entered. The specific room ele­ 
ments implicated in the violated constraints are iden­ 
tified, and a macroelement is created from them that 
satisfies all their mutual constraints (removed from 
the context of the room). The search for a solution 
to the design problem is now resumed by attempting 
to enter the macroelement into the room. The diag­ 
nostic routine can also be used to reorder the search, 
so that design elements whose constraints are creat­ 
ing difficulty can be entered into the design earlier.

Clearly, this diagnostic procedure amounts to us­ 
ing information obtained during an (unsuccessful) 
search along one branch to determine which new 
branch of the tree to search, and, indeed, by the con­ 
struction of macroelements, to change the space in 
which the search takes place.*

4.4. A didactic example of information gathering
These three examples from actual problem solving 

programs illustrate the notion that evaluations on 
particular branches of a search tree (whether node 
evaluations or operator evaluations) can be in­ 
fluenced by information gathered along other branch­ 
es. Although in each of the cases I have cited, the 
departure from simple heuristic tree search is rather 
limited, each provides some substance to the distinc­ 
tion between a process of gathering information that 
may reveal the solution, on the one hand, and a process 
of seeking the solution directly, on the other.

To make the point more sharply, I should like to 
give another example which, while only didactic, pro­ 
vides a "purer" illustration than those already con­ 
sidered. It is a procedure for solving simple algebra 
word problems, e.g.:

* Whether forming the macroelements constitutes "abstrac­ 
tion" is questionable, since a solution of the problem with 
macroelements is also a solution of the original design prob-

r lem. Perhaps "factorization" is a more accurate term than 
"abstraction."

Given 1 liter of a 90% alcohol-water mixture, 
how much water must be added to dilute it to 
an 80% mixture?

Nine quantities are imbedded in this problem, ex­ 
plicitly or implicitly: the initial quantities of alcohol, 
water, and total liquid (A 1, Wl, and T\, respectively); 
the quantities added (dA, dW, and dT, respectively); 
and the final quantities (A2,W2, and T2, respectively). 
One way to solve the problem is simply to write down 
as much information as possible about each of the 
nine quantities until the quantity in which we are in­ 
terested (dW) is determined. Let us see how this might 
work.

By the terms of the problem, T\ = 1 liter, and A 1 = 
.9TI, or .9 liter. Since only water is added, dA = 0, 
hence A2 = A 1 and dT = dW. But 72 = 71+^7 = 
T\ + dW = (1 + dW) liter. From the terms of the prob­ 
lem, A2 = .872, hence .9 = .8 (1 +dW). Thus, we have 
arrived at a single equation in dW, which can be solved 
for that quantity.

Now there are various ways in which we could de­ 
scribe the process I have just gone through as a search 
for a solution in a search space of an ordinary sort. 
For example, we could define the solution as any alge­ 
braic equation containing only dW, and the legitimate 
arithmetic and algebraic operations as the allowable 
operators. The starting state would be the set of equa­ 
tions corresponding to the information given in the 
problem statement, together with the implicit con­ 
servation assumptions (A 1 + dA = A2,Al + WI = 71, 
etc.).

However, it seems more natural to describe the pro­ 
cess as one of accumulating information about the 
variables. Consider the array of the nine variables:

Al

Wl

T\

dA

dW

dT

A2

W2

T2

The problem statement gives us the value of Tl 
and dA, the latter being 0. It also gives A 1 as a frac­ 
tion of Tl, and A 2 as a fraction of 72. Possible 
rules for information accumulation are: (1) ify is 
given as a fraction of x, y can be determined if* is 
known and vice versa; and (2) if two values are known 
in a row or column, the third can be determined. Since 
Tl is known, we can find A I by the first rule, and 
then Wl by the second. By the second rule, since 
AI arid dA are now known, we can findA2, and 
hence, by the first rule, 72. Finally, we can now use
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the second rule to find W2, and by a second applica­ 
tion, to find dW.

Again, we have described a process which might 
better be called a way of accumulating information 
than a way of searching for a solution. No branching 
search is created, for any piece of information that 
is derived is true at all nodes of the search. The pro­ 
cess is still sequential, but only a single decision must 
be made at each step: which operator to apply next. 
And this decision can be made to depend on any or 
all of the information thus far accumulated.

 Notice that any theorem-proving process that 
works forward-that is, that generates only expres­ 
sions can be described as an information-accumu­ 
lating rather than a solution-searching process. In 
theorem proving by the resolution method, for 
example, no search tree is generated, but only a 
gradually growing set of derived expressions. When 
a working-backward scheme is used, on the other 
hand, a branching tree is produced because the de­ 
rived expressions represent points along alternative 
paths to the goal, and an expression found at a node 
on one such path does not, in general, remain valid 
for nodes on other paths.

Solving our simple algebra word problem by ac­ 
cumulating information proved to be a trivial task. 
Why cannot we just as easily prove theorems in any 
domain by working forward? The answer, of course, 
lies in the respective sizes of the spaces of derivable 
expressions. As we formulated the algebra word prob­ 
lem, there were initially nine unknown quantities, 
one of them being the quantity in which we were in­ 
terested (dW). Each operator, whenever applicable, 
had the effect of determining the value of one of these 
unknown quantities, and at any given point in the pro­ 
cess, only one to three operations were performable. 
Moreover, it did not matter much which permutation 
of the sequence of allowable operations was selected  
they all led in a short time to the same result. (I will 
leave as an exercise for the reader the demonstration 
that there are 21 different sequences all leading to 
the answer in five to seven steps. The shortest path 
is the one that finds A l,A2, T2, dT, and dW, in that 
order.)

In theorem-proving by forward search, on the other 
hand, an indefinite number of expressions may be gen­ 
erated before the desired theorem appears in the 
sequence, hence the order in which information is ac­ 
cumulated (i.e., in which theorems are derived) is 
again essential. However, if the representation sug­ 
gested here is adopted, there is no branching search 
tree, and the decision as to what to do next can be

made to depend on any or all of the information that 
is present in the expressions derived thus far.

In most problem-solving domains, the operators 
that add information take a small part of the avail­ 
able information as input (e.g., one or two of the ex­ 
pressions already derived, in the case of a theorem 
prover), and supply a small increment of information 
(e.g., one new expression) as output. Hence the 
principal act of selection and the one that deter­ 
mines the order in which information accumulates  
is to choose the one or two pieces of available infor­ 
mation that are to be used as inputs to an operator. 
The evaluation for this selection can depend, as 
we have just suggested, on any part of the informa­ 
tion already accumulated.

In problem solving by accumulating information, 
there is no problem of backup in the usual sense  
of abandoning the current node on the search tree 
for another node nor any notion of size of the search 
tree. Instead, the efficiency of a search process can 
be characterized by the amount of irrelevant infor­ 
mation it generates before it reaches a solution to 
the problem. That is to say, the total amount of infor­ 
mation generated before the solution is found will 
generally depend on the order of generation. Informa­ 
tion is irrelevant if there exists an alternative ac­ 
cumulation sequence that reaches solution without 
it.

A possible search heuristic is to assume that if 
the inputs to an operator are irrelevant, the output 
will usually be irrelevant. If this assumption were 
valid, then an accurate estimate of which pieces 
of information were irrelevant would be an excel­ 
lent evaluation function for selecting inputs to oper­ 
ators. An example of such an evaluator is the pro­ 
cedure, now generally used in theorem proving by 
the resolution method, of classifying expressions into 
those that do and those that do not belong to the set 
of support, and giving the former priority as inputs to 
the resolution operator.

4.5. Models and "reasoning" systems
Our analysis leads us to divide problem solving 

systems into those that do, and those that do not, 
employ search trees. The distinction can be character­ 
ized in other ways also. The information at the nodes 
in an OR-tree can be viewed as conditional statements- 
statements that hold at their respective nodes, but 
not generally. The information that holds at one node 
is not necessarily valid at others, hence cannot be used 
in evaluating other nodes or operators at those nodes. 
Information accumulated in a non-branching search, on
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the other hand, is interpretable as universally valid, 
hence usable for evaluation of operators and inputs 
at all times.

In problem solving situations with search trees, the 
information at each node represents a possible state of 
the system along some possible path of transformation. 
The information is contingently true i.e., holds if that 
particular path is followed and that point reached. 
Hence, tree search may be viewed as a process of carry­ 
ing a model of a system through possible histories. In 
problem solving by information accumulation, the in­ 
formation represents truths that hold for all possible 
states of the system, and the transformations are rea­ 
soning steps that derive new information from old.

Problem-solving systems belonging to the family 
of GPS and most game-playing programs are model- 
manipulating systems. Problem-solving systems like 
resolution-method theorem provers are reasoning 
systems. Since our knowledge of the circumstances 
under which one or the other kind of systems is 
more powerful is limited, both will need to be ex­ 
plored in the decade ahead.

As we have already seen, hybrid schemes, like those 
described for some chess programs and the Design 
Problem Solver, may be quite effective. Pople [16] 
has built a much more general hybrid, which has capa­ 
bilities for operating on a given problem in either mod­ 
el-manipulating or reasoning modes. A scheme of this 
kind appears particularly promising for exploring the 
relations between these two basic approaches to prob­ 
lem solving. I do not have space here to discuss their 
respective advantages and disadvantages.

These two categories of problem solvers-model 
manipulators and reasoning system do not exhaust 
the taxonomy of problem-solving systems. We have 
also, of course, the systems already discussed that use 
more than one representation. In addition, we have 
systems of the Advice Taker family, which employ 
modal reasoning; and we have systems that reason 
with the help of mathematical induction. I would 
like to say a few words as to why I separate these 
two classes of systems those using modal reasoning 
and those using mathematical induction- from reason­ 
ing systems in general.

It is a fundamental characteristic of a model-manip­ 
ulating system that it deals in contingent truths in 
alternative possibilities. If we wish to handle possibil­ 
ity by reasoning instead of by heuristic search with 
a model, we must introduce a modal logic containing 
modal operators like "can" and "can cause." The 
Monkey-and-Banana problem, for example, may be 
tackled either with model-manipulating and modal-

reasoning methods. In the former case, we construct 
a model of the situation in which the monkey finds 
himself, and operators corresponding to the behaviors 
open to him for changing the situation. We then seek 
a sequence of allowable behaviors that allows him to 
get the bananas.

In the latter case, we construct a set of propositions 
about properties of the situation and things the monkey 
can do or cause to be done. We then try to derive the 
proposition that "the monkey can get the bananas." 
It becomes quite tricky to construct a logic adequate 
for such reasoning in worlds where the possibility of 
doing something is contingent on characteristics of 
the situation in which it is done. (For these difficulties 
in modal reasoning systems, see my essay "On Reason­ 
ing About Actions", in Simon and Siklossy [17], 
Chapters.)

A recent example of a problem solving system 
employing the principle of mathematical induction is 
Waldinger's system [18] which uses theorem proving 
techniques to discover computer programs. The logic 
of this system is the predicate calculus, and not a 
modal logic. Rather than discuss Waldinger's sys­ 
tem, however, I should like to consider a rather dif­ 
ferent and more transparent example to show why 
systems employing mathematical induction have a rather 
special flavor.

The Mutilated Checkerboard Problem is frequently 
evoked in discussions of the limitations of heuristic 
tree search. (See, for example, Newell [1].) A checker­ 
board is mutilated by removing squares in its north­ 
west and southeast corners. A set of 31 dominoes 
is available, each of which covers exactly two squares 
of the checkerboard. Prove that the mutilated checker­ 
board cannot be covered by the dominoes.

The problem can, of course, be solved by tree search, 
but the search, while finite, is enormous. What is needed 
(and can be provided) is a proof of impossibility that 
does not require testing all the possibilities. The proof 
follows from observing that squares on the board, along 
rows or columns, are alternately black and red (or odd 
and even). On the whole checkerboard, there are an 
equal number of black and red squares, but since both 
the squares removed from the board have the same 
color (black, say), there are fewer squares of one colour 
than the other on the mutilated board. However, each 
domino covers exactly one black and one red square, 
hence 31 dominoes cover 31 red and 31 black squares; 
while the multilated board has 32 red and only 30 
black squares.

A problem solving system that will discover solutions 
of this kind must be prepared to handle general pro-
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positions like: "For any number of dominoes, the 
number of black and red squares covered must be 
equal." One way to demonstrate such a proposition is 
to prove it inductively: that if it is true for k dominoes, 
it remains true when the (k + l)st domino is added.

The fundamental property of an induction on a 
search tree is that it involves a hereditary property 
of nodes: that is, refers to a property which, if it 
holds at any node, holds also at the immediate succes­ 
sors of that node. A hereditary property that cannot 
belong to a solution provides the basis for a stop rule 
in tree search; once a node with this property has been 
reached, there is no need to search further from that 
node. In the Mutilated Checkerboard Problem, the 
difference between the numbers of red and black 
covered squares is an hereditary property of a node, 
and since the initial node has a different value (zero) 
of this property from the goal situation (two), search 
is unnecessary.

A problem solver that could discover hereditary 
properties and translate them into stop rules would 
operate in its first phase as an information gatherer, 
then would use the generally valid propositions it 
derived to guide its tree search. It would contain a 
somewhat different blend of search and reasoning 
from most of the systems we now have.

Becoming still more general (and conjectural), 
we can contemplate two-phase problem solvers 
whose first phase employs a variety of information- 
gathering or reasoning methods, and whose second 
phase employs tree search or model manipulation 
guided by this information. In general, we would 
expect the two phases to operate in different prob­ 
lem spaces the former, perhaps, usually in a more 
abstract space than the latter. This sort of alternation 
of phases (but perhaps with more than a single cycle 
of alternation) appears to be present in many human 
problem-solving attempts.

5. ILL STRUCTURED AND WELL STRUCTURED 
PROBLEMS

In discussions of artificial intelligence, distinc­ 
tions are sometimes made between problem situa­ 
tions that are well defined or well structured, on the 
one hand, and those that are ill defined or ill struc­ 
tured, on the other. The difference itself is not 
particularly well defined, for different writers use dif­ 
ferent criteria to draw the boundary. The distinction 
may nevertheless have some heuristic value for the 
study of problem-solving systems.

By one definitional criterion, we might regard a situa­ 
tion as well defined or well structured when a specific 
problem space has been selected, including a set of 
operators for working in that space. The structural in­ 
formation implicit or explicit in the definition of the 
task environment will generally support more than 
one such formulation of the search space.

A proof of a theorem, for example, means a sequence 
of expressions possessing three properties: (1) the 
initial members of the sequence are axioms or previ­ 
ously proved theorems, (2) each remaining mem­ 
ber of the sequence is directly derivable, using one 
of the legitimate operators, from one or two of the 
preceding members, and (3) the final member 
of the sequence is the theorem to be proved. Call 
these three properties of a proofs, B and C, respect­ 
ively.

We can define a search space for a theorem prover 
in a variety of ways. We can construct generatars 
that will generate sequences possessing one or more 
of the properties^, B, and C, and then test each 
sequence generated to see if it possesses the remain­ 
ing properties. Thus, the generators usually produce 
sequences possessing property B (each expression is 
derivable from preceeding expressions), and hence 
the sequences produced do not have to be tested 
for this property. In a working-forward scheme, the 
generators produce sequences possessing properties 
A and B, which then have to be tested for C. In a 
working-backward scheme, the generators produce 
sequences possessing properties B and C, which 
then have to be tested for A

Each of these schemes (and others that might be 
devised) uses the information present in the task 
environment in different ways to guide the search. 
Some of that information is incorporated in genera­ 
tors, so that only nodes satisfying certain criteria will 
belong to the search space; some of the information 
is incorporated in tests and evaluating functions to 
guide search. In general, the more information that 
can be incorporated in generators (without making 
them unduly complex and expensive), the less search 
will be required, and the greater will be the heuristic 
power of the representation. Since each alternative 
scheme represents a different definition of the problem, 
only after a particular scheme is specified is the problem 
well defined.

There is another notion of "ill structured" and "well 
structured", however, that deserves attention. In real- 
life problem solving, it does not appear that a problem 
is always defined, in the sense introduced above, be­ 
fore the search for a solution, or for information, begins.
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Let us see how this might be.
Consider the Missionaries and Cannibals problem. 

As it is usually discussed in artificial intelligence re­ 
search, it is a well defined problem. The objects 
are specified, together with the legitimate moves, con­ 
straints, and starting situation. The state space is, in 
fact, very small, consisting of only ten allowable 
states. Whatever difficulty the problem may have 
either for people or for artificial intelligence sys­ 
tems, that difficulty has nothing to do with the size 
of the space to be searched.

Contrast this "laboratory" Missionaries and Can­ 
nibals problem with a real-life problem. In the real-life 
problem, the number of persons the boat will hold 
may only be determinable by trying it, or at least 
examining it; and the fact that the boat leaks may 
be discovered only after it is loaded. The real en­ 
vironment may permit alternative ways of crossing 
the river by a ford a few miles further up, on a 
bridge, by airplane. The actors may be joined by se­ 
veral more missionaries (or cannibals!) while the 
action is going on.

In real life there is not a single, static, well defined 
problem, but a constantly changing problem whose 
definition is being altered by information that the 
actors recover from memory and by other informa­ 
tion obtained from the environment's response to 
actions taken. Do such ill structured real-life situations 
pose an essentially different problem for artificial 
intelligence systems than is posed by the well struc­ 
tured laboratory-defined situations we are accustomed 
to handle?

Let us imagine a chess playing program that is 
rather more powerful than any that have thus far 
been programmed. Let us suppose that it consists 
of a very large set of productions, combined with 
a scheme for managing a certain amount of tree 
search dynamic look-ahead. The productions are 
of the usual form: each consists of a condition  a 
set of tests to determine of the production is appli­ 
cable to any particular board position and an action  
a move or analysis to be attempted.

We would ordinarily say that we have here a well 
defined problem solving system operating in a well 
defined problem environment. And yet, this sys­ 
tem can exhibit all the sorts of behavior, and can 
encounter all the sorts of unexpected situations that 
we took, above, as evidence that the real-life Mis­ 
sionaries and Cannibals problem is ill defined.

In the first place, certain properties of the situ­ 
ation and certain consequences of actions in it will 
become apparent only if they are actually tried out

in the environment by dynamic analysis. (If we 
wanted to draw the parallel even closer, we could 
introduce an approximate, simplified chessboard in 
the program's calculations a planning space in con­ 
trast with the actual board on which the real con­ 
sequences of moves are worked out.)

In the second place, the program "knows" many 
things about the situation possible moves, tests to 
be applied, and so on in the sense of having these 
things stored in memory as part of its complete set 
of productions. But what it "knows" only becomes 
available bit by bit as the information is recalled  
that is, as it is evoked from memory by the matching 
of the conditions of productions. Thus the program 
may recognize something in the situation (a feature 
corresponding to the condition of a production) that 
evokes the idea of seeking a checkmate (the action 
part of that production). Only when the recognition 
of the feature evokes the production from memory, 
does the action "occur to" the program.

An appearance of ill-structuredness will arise, 
therefore, whenever a serial search system or infor­ 
mation-accumulating system operates in an informa­ 
tion-rich situation. Part of the information may lie 
in the external environment, in which case it becomes 
available only as that environment is explored; part 
of the information may lie in the memory of the sys­ 
tem itself, in which case it becomes available only 
as it is evoked from that memory by recognition of 
appropriate features in the environment. Thus, there 
is no fundamental difference between this sort of ill- 
structuredness and complexity of a task environment.

This becomes an important conclusion when we 
seek to devise intelligent robots that are to explore real 
physical environments, or automatic architectural 
design programs that are to create real designs. Al­ 
most certainly, the human architect does not begin 
his work with a well structured problem, in the usual 
sense. That is to say, one cannot find a sheet of paper 
or a book full of such sheets in which are specified 
the totality of design criteria, allowable materials, 
characteristics of materials, and details of represen­ 
tation. Instead, the activity begins with a very in­ 
complete subset of such elements, and some initial 
exploratory activities to generate, say, very abstract 
solutions.

Observing these initial explorations, we would 
surmise that one of their major goals is to begin to 
evoke from memory, and to index for future refer­ 
ence, additional considerations elements of tests 
and generators that are relevant to the design pro­ 
cess. Thus, the design activity appears to fit our in-
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formation-accumulating version of the problem- 
solving process better than the tree-search version.

Even when the whole design process has termi­ 
nated, and a design is complete, probably only a frac­ 
tion of the productions available in the architect's 
memory (and even more probably only a tiny frac­ 
tions of those available to him in the professional 
literature he has access to) will have been evoked. 
Which ones are evoked will depend not only on the 
problem that was posed initially, but also and 
perhaps even more-on the information discovered, 
in the partially completed design and in memory, 
along the way to a solution.

It does not appear, therefore, that programs for 
solving ill structured problems in this sense of the 
term, at least will differ in principle from pro­ 
grams for solving well structured problems. As pro­ 
grams and memories grow larger; and as these pro­ 
grams tend more and more to be organized as pro­ 
duction systems, virtually all interesting problem 
solving will look like ill structured problem solving. 
The environment will produce a steady stream of 
surprises, and we will repeatedly ask of the problem 
solver: "How did he happen to think of that?" Of 
course we have already reached this point in the more 
sophisticated of the existing problem solving pro­ 
grams.

6. CONCLUSION

Some of the main directions that will be taken 
over the next few years by the research on problem 
solving appear not too hard to discern. The field, 
having arrived by the year 1971, at a pretty good 
picture of what tree search is all about, is going to 
shift its attention and is already shifting it to the 
problem of choice of representations.

^When problem solving is viewed primarily as 
tree search, the choice of problem representations 
looks like a separate, prior, and exceedingly difficult 
task. That choice of representation is difficult can 
hardly be doubted, else we would by now know 
better how to do it. Nevertheless, the gulf between 
heuristic search and problem representation looks 
less wide and deep, and the difficulty of bridging 
it less severe, when we treat problem solving as in­ 
formation accumulation, in which manipulating a 
model (the usual role of tree search) is only one of 
several techniques. This shift and broadening of view 
seems to me an important precondition for rapid 
progress in the field.

Exploration of the properties and potentialities 
of hybrid systems systems combining capabilities 
of tree search, reasoning, and perhaps modal reason­ 
ing as well would appear to be particularly promising. 
Such hybrids should find themselves much less rigidly 
confined within a single problem space than systems 
enjoying only one of these capabilities. Anything 
that facilitates the use of multiple problem spaces, in 
turn, promises to facilitate also the generation of 
representations.

Space has prohibited me from addressing myself 
to all of the issues that are now current in the dis­ 
cussions of problem-solving research. In particular, 
I have said little, at least explicitly, about generality. 
But I think it is implied clearly, particularly by the 
discussion of ill structured problems, that elements 
of general heuristic power are auxiliary to, and not 
substitutable for, subject-matter knowledge appropri­ 
ately organized in productions. If there is a referent, 
in artificial intelligence, for general intelligence, it 
must lie in that phrase "appropriately organized".

During the past decade, empirical research on 
problem solving conducted by programming and 
testing actual problem solving systems, has kept 
far ahead of attempts to develop formal mathemat­ 
ical theories. Whether this is a desirable state of af­ 
fairs or not can be a matter of disagreement between 
mathematicians and others, but there is little doubt 
that it is likely to continue during the foreseeable 
future. Empirical exploration will precede formaliza- 
tion, and for our initial understanding of problem 
representation and of ill structured problem solving 
we will have to depend mainly on the continuing 
construction and testing of an ever-widening range 
of interesting and sophisticated problem-solving 
programs.
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